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A Method for Inspecting Neural NLP Models Based on Text That Activates Neurons
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In this study, as an approach to provide a deeper insight into neural Natural Language Processing (NLP) models,
we propose a method for analyzing the roles of individual neurons, which is the finest component of the models,
by observing sentences which strongly activate individual neurons. Our method retrieves the sentences from the
massive corpora, and abstracts the sentences for interpretation using data-mining techniques. In the experiments,
we demonstrate that our method can give thoughtful insights into what linguistic aspects each neuron of a given
model captures as well as how multiple neurons relate to each other.

1. EL®IC

Za2—F%y PV —IR—-ADHARSELHEE T UE, H
MR 227 2Bt S =R MR E 23 =2 —a !
BT IHNCE T, MARBEHRSEX R Z THIZIND
TW5., ZO—FT, ETAPERICED XS B SBHRE Y
BT200%8AT2 I IIRETHZ720, ETLBIUZ
DR ESR (B: FEHKM) YT 25BHKEHL 2T
ZHDHADITHONTWS (§2). LaL, ZOZLIFHED
MR FT2ETVOMEERE LOSEHRZ LR bL2
Ny TR VR T T —FlhoTWwa, MRELT, Thb
BFEOTIEZ, MROSFEHSR T NVOEIICE U THEWH
REZ 2—1T, ZHEEFLVOMNERPL AL SERSR %
MR LIREZITS 2oL v,

T, —a2a— 7 VEAARSHEBUHEE T LVESNT 2 7%
FEZRWES S 0?2 ARETIE, EFLORD ML LRENES
THhd“=a—vr’ |ZFEHL, 2O0=2—vY2Ex 52H
REERREWPHSPICTAH—N R HEREIEET S (§3).
REFIRE, SFBIER B Wiz 7)) e xx257—% (Fl: #
) THBEI N AT F X Fa— 22 HWT, Z—% v
FEFTADE= a—u Y EEHLT 2 XESEZHEB L, S
RR=URA VTR F AR XM IC K-> T
Hoa—u YRR L EHEHARLEHAL TS, MAT, &
=2 —n VIO K EARERBHRICH VT, =2 —
o U EOBRICOWTHIEWIER 52 5.

ZEER T3 BERT (base-uncased) [Devlin 2019] %12, BERT
D=2 —0 UHPRFEDHFER 7 L — X T R X4 UK
TEME, X BT —ZDAAL 7 2L Wo 22 IENRIN R SR %
A TWEZERT (§4.2). FIZ, FKOSEHSRERZ T
W3 a—n UHOFEERERT (§4.3).

AHFZEOEBIIATOEY TH 3.
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e BERT DRICLRLVDBICHFHEST 2 =a—n, ik
BEOBOR—RITICHFET 5 =2 —n v OEEH R
SHEHRERAITVND I BRT.

2. FEEME

CHET, =a2—F%y O “J@” [Hewitt 2019, Liu 20191,
“TERMREDEA” [Kovaleva 2019, Clark 2019, Brunner 2020],
B tr <& 7L 24K [Petroni 2019, Broscheit 2019, Roberts 2020]
REDETINDESHEEDEZ 5 FRBRRZ TR BIID THhI
T&. ZhHOMETIE, T 2ETADED K S KREFEH
R (JF]: G [JTawahar 2019, Bolkubasi 2016, Miaschi 2020]
B X UEIEFRIVETR [Tenney 2019a, Ettinger 2020]) % HEZ TW
B MREZ LT BT, FHEi) A DA R i 7 — & £ v b
DHERZITR o TEZDRHFEMFEL TS, ZOXS5 Ry T
Bk 7 7a—F%, EFLDYOEENERIMEL, HIZ
YDXIBREFERHEERZITOZESBROD “BHI=h” H3IDONT
WRWEGEITE, FHED ORIEL 72 D 70,

KIFEEEZ Y TS, EFLORIMEREETH S “=a—
0y EZ B SRS R, —a—n 2 OfEE ASTXORITEE
DWTHITT 5 Z & bITHhATW3 [Karpathy 2015, Shi 2016].
ZNSDMFETIE, BERDHD T ARDOATTUHESEHT
THMLTWR7D, MR T 2EEHRIREEIND. X5
2, ETNVDEIHEEZ aHONR e L% e Rk, FPE

SBHRICRHL L TOMEITR->TE D, FHicoitge
TEEMBRI DI O ENEND 5.

Frx oMo kb BFRT 209t LT, A EFICES X
=2 —u Y EREINEET 2 AR T 20 Thh
TW5 [Poerner 2018]. L2 L, T DHIEAVERT 2 AS30E
HINTEDRZXOUCHIR XN 27200 TR L, RT3 AT
R WRHEPRES 7 == Y ITREZED AN R=RF X=X
DORBEE BT 270, ETFTALHNORED =2 —a IR LT,
ZTNOREET 2 X2 KD ZBCIFa X MEITHEE & 5.

3. Kt
BEHEFSE TRz X 512, EHT 2 ETLVOMBRERL, *

DEZDRZ 2 FREHGIC OV E LT TREES % BEFO
IHFRE, ETAPRBBD =2 —arhrofilEns
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LR, SEBRNZIGICIEL e B EZ D, MEIENDLD
Yo TW5, ZIT, AT, EFLVORNMENERTDH
B2H=a—nUHELRIETHTF A P EREICINEL, F—
R A = B EHWTEORETF A MRty s e
T ETNAMNZOMETED L S RSFFEHRERZ TVE D0
DT B EREIRET 5.
ﬁx?&@,ﬁﬂf@$%%ﬁKﬁﬁéﬂ%Bm&m
pus [Zhu 2015] @ & 5 B KB T ¥ 2 b a— 2 ZHRIC, F
3, BT F A BRI X & 7 — X % W T Z AN
BT 21EMENG TS Stepl). DXL TESNE
A—R2AEFFHNROETFTVICANL, =2 —arPRdIG
MAL S 2 SUHEA RIS T 5 (Step 2). SIS L7 UEA R SEH S
R—VA =V THEDTF— <A = N & DRI T %
YT, %ﬂ&“m/#ﬁﬁﬁﬁé%&tg%ﬁ%%%gﬁm
3‘5 (Step 3). X512, EHRLZETFRAMBITHMRLL
FEHRRICHSWT= 2 —n Y EOMBREDHT % (Step 4). u
Mf@,%iiﬁ®ﬁ%%ﬁ«a

Step 1. T 2 b A—/XZA DT —Zi3E:

KEEIR T F 2 b a—REREL, Sl ofi i & 5=
13222k BN 2 HANL SIEERIER (K fhiax
TRMEOR) # & OBEDT L. £, 7F X MOREICH
NEWERE LT, a—R2ARE5XRTVDE FXA Vb
Py ZWVWoltXRF—% (£ 1) BHIIADLETIENT 3.

Step2. EZa—OVZREMHEESESZ TF X FDER:
Step | TIFHNTza— AP 6K =2 —v UHHEL KIET %X
RT3, FARIICIE, Step | DI — R 2ADE X E IR
DETNMIANE LTEHZ, ST 2E =2 —0 v Ofix
FET 2. AN T2 E =2 —n Y ORIBEHRET 2D
FZERFEEMNCIERENTH 5720, BEENE X2 —%H
WTC, =2 —BUYPROBKIETEITFAM K ey v /v
NRZTHHT 3.
Step3. E-a—OYZ@<EH ST EZ TF X FDiRL:
Step2 TH=2— B VN L THEE L UEER2BIET L
T, o2 —nYPEx A R EERRICHET 3HENES
hék%ﬁf%%#,hkti EDoENSIHLET 2558
HEEZANFTmAR 23 L v, 22T, Bl iZ—r=
A=V LD XD EOEREMSLT S 2 Zf RS
WL THN 2 R 72 SREBIRZH 5 51U

BARINICIX, F 3 PrefixSpan [Han 2001] @i@ﬂq [MEUE T
3% (skip) n-gram ZHE T 3. F=a2—8 VIZRFH D n-gram
ZNERT 27012, a— 2AL2MEh HEHH SN2 n-gram O
ﬁr%ﬁhtﬁﬁﬁﬁ%ﬁ%?é.ih,?ﬁx%iuﬁﬁﬁ
7 EREEREIENT 5 2 2T, filx12 FREQT [Asai 2004] %
FWTH T 28OS BT T2 28, XXT—XD
DHERAWTEBICERDONR VORI EES T2 2 e s
ZBNE. B2, 75RARY Y ZERAVT, = a—10 Yk
BT 2 MBI B X U EREHR R T 5
Step 4. FRITTRE TR ETILDEBREZRDHMRIL:
INFTCWER LS 2—0 Yy 2l FEH LIRS FF A b
KEBIUZOMBPMIC I DB OLNEFERR Y =2 — v UM
WIHNZ AT 2. F=a—a BT 27 F R MVESRERE
HEREF—a—mUHEITHET2 2R, 520N 7F A
T2 —0 VDRGSR — % k-means 7 7 AKX Y 7
52k, ma—urEToOREOHEPE X UHRICD
WO 5. £/, B3 3 HRICESWTHFE T —XDR
RBETNMHTZ 22— U 2T 5.

c\—/\

KL EBCHWT—Xty b, &7 XD FX 4 > e HARHEZR X
RF—RERT. TNTHEFEOTF R FTHEEIATVS.

T—=XEtv b X RXA Y XRF—&R
BookCorpus [Zhu 2015] 40M  book author
English Wikipedia*? 40M  wiki. entity
Sentiment140 [Go 2009] 2M twitter  sentiment
IMDB [Maas 2011] 0.3M review sentiment
20Newsgroups [Ken 1995]  0.2M  news topic
Reuters*3 39K news category
Total 82M

4. EBR

BERT [Devlin 2019] 2512, BRXFEEMHHT 222 T,
SEATHIZE S & 2012 L 724 4 72 BERT DR 2 #\ % FifERE T
XL T BT, TNETRALI RS> TWRWE
BNRFLNE L ERT.

41 =BT

EFIL AREHSCTIEANTTSR e U TERTFIBTE 4 BERT (base-
uncased, 128, 768 JITOFRAVIRAE) ** 2T 2. LI, %/E
DREIVREDEX TR =2 —a 2 LTS (BT 12 x 768
=—a2—8Y). BERT TIEANXDE b =27 R L ThEUIR
REREIEINS 2, ANTUIHRT 3 =2 —a v OFEEESW
BREAREDHED F—27 e 5 5.

TF—=R XFXERFXAVPERE 6 DDIGFETFAra—
NRAEMFEMT 5. FANCKE T — B XHEER 2HHLT
XHNAIZHEIL, B85 OBDELE 1| DORBICIEMLT
% (Bl: +++ — +). BERT O ANFERIcHHHE % 72HIZ FastTo-
kenizer'” ZHHLTEXZ =27t 3. ZOLr %3 b—
2 RO SN T B, a— RANDE LA R T— R %
RO % Z LIS A T, Ml s 2Tz 2%,
é%ku%L%ﬁ%mmmwzmq%mmf@%%%%im
ERMAITIT 5. RUCTF—Xty MREERT.

42 BERTOEZa—OVHRETZTFX DR
Hoa—mrERDIEEEEIES 10K XEHEHARZ -2~
A=Y EDHRIT 5. 10K U FH L TRDEWR D
TEGZA=2—ar0hns 7 v X MGERLz=2—n1
¥ (N1, Na, N3) IZDOWTDH~A = VIURERER 21T, R
75, BERT D=2 —0 YHEZ B4 R EFEBIR ZH AN
BeMNTES. HlZIE N EEENZGEEZ LSS 2 H
78 (B polulation, Olympics, World) 12 X - CiEMHELE 4, Na &
H P 2 7z gg (Bl lol, haha, cuz, ya) W2 & o TIEMLE T
W5, HENSHHT I 7= FREFEROBIR TE, BiEH (IN) ORI
FH(CD) AT 5 Z b, DA (NP) TR S S
Eit) % N1 DEZATOVB Z e BEDNDND. 2D\ olz3BlIES
fhE, X SISO E T ¥ ORI 72 S REB S % BERT 234
Z T\ Z e FBICERE XT3 [Tenney 2019a, Kunz 2020].
ARITUE, ETNVOEARNREA (m2—v ) X2, 2
LR S REIRSR R —INICIE S 212 LT\ % ST TS
CRESERS.

*2
*3
*4
*5
*6
*7
*8

12/20/2020 ver. https://dumps.wikimedia.org/enwiki
http://kdd.ics.uci.edu/databases/reuters21578
https://github.com/huggingface/pytorch-pretrained-BERT
nltk sentence tokenizer ver. 3.2.4
1@#$% & *()+-=[1{}::2,.
https://github.com/huggingface/tokenizers
https://www.logos.ic.i.u-tokyo.ac.jp/ tsuruoka/lapos
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R 2: BERT D& =2 — 0 VR IEELXE 2 7 F X VEA» SR X

NI EEHR 6.
Ny 11 JEH® 309 & H oRREuikaE
il % Summer population Olympics August
A competed make held received According
iZa5| total old full-time equivalent federal
HFERA (competed Summer Olympics)
fhaAl R4 (IN DT CD), (IN DT IN), (IN CD CD)
o fuREE (NP (NP) (PP (NP))), (NP (NP) (PP (IN)))
EeAl DA F4a: 35.2%, BiE: 8.6%, JE A 4.3%
RIS 159
No 6 JEH® 200 % H D FEUiKE
i lol haha LOL twitter im cuz Twitter u ya
EUED ’m got im miss lol think love know want
jiZas! twitter u im sad new good old sick last
HEERY (Br Open J), (Open Sci J)
iR (NN NN NN), (JJ NN NN), (PRP VBP NN)
o fREE  (ROOT (NP (PRP)) (VP)), (ROOT (NP) (VP (NP)))
SREDSAG Fad: 29.7%, BiF: 18.3%, A 6.2%
TERIE 15
N3 8 JE H o 270 # H DfEuikiE
il fun part life movie kind thing moment
EU) ’s going “m felt fucking feel looked
TE &R first much ready funny amazing best
HEFERS (is going be), (was going be)
Al RS (DT JJ NN), (PRP DT NN), (PRP RB JJ)
ERofIMEE  (ROOT (NP (PRP) (NP))), (ROOT (NP) (VP (VBD)))
EneAl DA F4a: 16.2%, BhEE: 16.5%, WA 11.2%
FYRFE 114
100 20
=
p i -_mill
0 0 — |
75
~ 50 40
= 25 20 I
0 — — 0 | . N—
: »mill
Zm 10 S
< 0 .I N

o \“‘otmcﬂ“«swl\?"‘é@ Rt e s 120 500 0sC (P
e

o O

Domain Topic

L BF=a—n Y 2EHE I8 2 7 XA MVEBIRBII 2 XX T —4D
537, Topic IZBIL T3, BHE# S % 20Newsgroups 77— Xt v b
DHEDPOIWEL T XX MRECOWTHMZRA L.

KUz =a—a IcMHE3T 2 XEREIHMOT oz X &
F=RO/MERT. K&ED, 3002 —vn VX327 ¥
2 MZEEARWERDS DD S, HlZI1E Ny 1 Wikipedia R X
A 212, 72 No & 20Newsgroup @ sci (science) KX A 2 IZ5#
RIBT %, BURENZ 22, —HOSEED X 5 1R ED >
S22 LT EDRNCKIET 2 =a—a U BFEELE. Bz
B RBEHD 104 HEHO= 2 —0 v 2TEHL X 22D 89.1%
BIEQRIEMmIE 2455, £ 11 HD 131 FHO=2—0 >
PHEMLEE XD 61.7%EFA CEED D TH o7z, Zhd
1%, BERT 23#fifiZs L TX R I T 2HEREHEE LTV &
WS A TIRFE DS [Petroni 2019, Roberts 2020] & —33 5.

43 —a—OVEMARSHR

7, 420TTHISML L 2 FEBIR 2 = 2 —n VR CHER S
5. Pl LTHE=2—n YHRIET XD IR 2K 212
RY. MEOHE F, —ERHO (%HE 301~350 HEHD =2 —

dices of layers
—.
]
| Bl |
‘ L |
n
|

O

mmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmm
mmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmmm

indices of neurons

2 UEL-TF X MEADTEYE.

—<— L5
—— L6
— L7
—— L8

= .

—=— L12

Tt

75 10.0 125
Number of clusters

15.0 17.5 20.0

®3: 7 5 ARDOBELEI LMD 2 5 2 XN (SSE) D
JE (L) Z & OFEH.

0 ) AEREEIR L. BREEOZ 2, SO EKITIChIE
FT2=2—v YDA LI BEIOFEI LIS LTV, F
T2 R XA 27 o “BIADE 72 8D KIS LT3 [ERE D H
MRS, ZOaFHERIE, BICHREXATW 2 REo%
| [Liu 2019, Hewitt 2019] 213512, BERT OED&ARKITITIE
fASrOBELEELBD 2 L BRET 3.

R, Foa—mryEEILICEEDTREEEI, 20
SRR L EBHRDPBIZE > TENLITIZHRBDTH D
WESNT S, Foa—nrERbEEL X% X%, BERT
D [CLS] b —2 > DHEDAA € R™® AL TR bL#E
BICHEL, #2hsz2BI I8N L k-means 75 A XY
VT B 75 AREEIEBEDOEL (SSE) K 312
RT. BOWEBIZEY 7 7 XA RPN OROEENIKEVWZ &
Mo, TFWEBICIFET 2 =2 —n 2 iFy, HEHATREYL EI12
HWIEHREERS A TWS Z e imAaINS. Th
1%, BERT BEWVWETHERSHEREZIEA TV VI E
iR [Jawahar 2019, Tenney 2019b] IZ& S FERTH 5.

BERIZ, 520N ERICHT 522 —0 il
R—=VBZIARYYITTHI LD, AROSERRE
A TWE=a—u VE2HT 2. BAME, K1oa—
RADBH TV 7Ll IKXERERE, H=a—m Y
DIEWLR a7 ZEXITCDMEIHHEEE2RT FLERE L,
k-means 7 7 A X)) V7 (k=10) #FETT 5. —2—1rD
EOHEFIIEIHKIFT 2729, fle LT6HFHDED =2 —n
VIOWTHGEEST 5. R4 72X v 7HEREZ/RT. AIH
{BIZiX t-SNE [Van 2008] Zf#H L TE D, #IFES 7 2%
ZRLTWVWS. KD, =a—0 > Oiftt sk —izidkE
WIRDEND B bbb, TOFH» 5, BERT D=2 —
o FEME LCR—F3BHKRIEZA TV L 2 e nhoTz

4.4 ETILEERARDH
H—e7LE2BZ2 T, BINFEEH%ZTO BERT D=2—n
VESHT A, BRI, BIEERiRcBY 3, 5250
XESICNT 22— Y ORIEDOLE(LEBIET 5.
Reuters (% 1) Z AW XFH AL A 712X D BERT, B &
O—E ORI E 28N L7z, Epoch (5, 2383 1075,
Dropout 3 0.5, »N\v 5% A X 8 T, Adam [Kingma 2015] % H
WL R TR o 72, BIIEERIROET TG Z 5T F R
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—40 -20 0 40

K4: —2—n>DIFHEIARX—2 D7 528 ¥ 7FER.

R3:Gzonl7 X MEAITXT %, BINEE (FT) #itkicBI %
EFLD=2—0 YDRIEDEL.

Used in FT  In-domain | Manhattan Euclidean
Reuters (train) v v 2161.4 34.8
Reuters (test) v 1947.9 31.2
Sentiment140 1553.4 24.5

MU, BN HH L7z Reuters D% 7 — &, Reuters D
TANT =&, Hi22% F XA 2D Sentiment140 7> 5 10,000 X
Fog IV L, BRZMED 3 O0F—XEH V.
BXEETANAN LERO = 2—0 Y OE» SR ZRY
FJL (768 X 12=9216 RJT) IC X o THXZRFL, BN
BRRICBIT 28T MLOFBERFHEL, WILEb 0%
RANTRT. Ko, BINFEEF— 20T 3 KIGHRHZ K&
L TWB Y, RUF KX A4 U THEEF— 2D T*
2 MANDEII NN e 5. ZOFERD S, BERT O
Za2—u VIS EDORER R BIRL 2D, THFAID R
XAV RRRIHB T - 2FEOHREFE LTV Z e
EZohb. Z0HIZIE, XOMPRREXAL U THSDD,
FET—E DA T A Bl FERANA 7 Z [0ba 2019]) TH S
DPEHLPICT 2 Z L IESHROBEL Lzw.,

5. &bHDIC

=a— 7L NLP E7VOME»HROREN 2~ 5B, BT
DI ERIDWNGR L T2 EF A DEIREE L 7 DER KD
HZ B SEBEHRCTDDHD BT THNZITI 120, D
ECHEN D -7, AR TRE=a—o gt g
LZREDTFAMEAREBRBIUMM T2 T, F=a—
0 YO A BB RIS T AR Y AT Yy ThTiERE
RR L7, ZEBRTlX BERT (base-uncased) 23EfRIC =2 —1 &~
LAV THRZ TV A ZRRSRERRE, 7% R MCHEBRIICHE
ET2HDFECTRLE. T, IR LZEEHSEP=2—1
YOWEMWAARZ - DHEIC XD, HANCEES 2 =2 —n
Y OEMOFHEZRE LIz, KR BERT O D [H—RILH
BRITHEOEE ZH > TW3 2 & 2Rks 2 00t RIZIER
IR, I, BN %2172 -7 BERT D=a—n v
DfFEMTH 5, —FHOWFE L bW 2 E T —RZAD=2—n
> DBIRNZIEEE R LT,

S, AFTRE X N7z BERT DFEDR—RXITD & 5
RIEBHIMEST 2T VOMBERET S EREL, Tho%
WIFEFE (§2) O TEIED T5. F/z, ¥ET—XPX R
2 EEIET, SERBIN=2—n Y D¥E 7 — Ik
T 5B E 2 RRINCANT 5. HIZ, ETLOKE RS
= a2 —n Y ERE LEMHCHERO SR EADICH R T 5.

HiEE W21, JST, CREST, JPMIJCR19A4 DB %%} 7=
HDTT.
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